
Supplementary Information

S1. CT acquisition and reconstruction

Figure S1: Different reconstructed images obtained by randomly varying the center coordinates of the RFoV.

S2. Details of Deep learning method

S2.1. Machine learning background

Machine learning is based on the data driven paradigm: predictive models are not explicitly programmed

to solve a specific task but are rather trained with data samples. ML algorithms are widely used in the

imaging field, and can be developed to achieve several tasks, such as detection of objects, classification

(identification of objects belonging to different categories), segmentation (localization of such objects within

the image). ML models can be thought of as parametric functions fθ(x) that map input data x onto the

task space y. For example, in the classification task, given image pixels as input x, the model output is

a vector y that represents the probabilities of detecting a specific class in the image. “Learning a model”

means finding the parameters θ that achieve the best mapping from input data onto task vector space: θ is

found by solving an optimization problem, usually by minimizing a cost function L that measures the error

in predicting the correct output on the dataset.

To assess the quality of the learned model,a pre-labeled dataset {x, y} is usually split into a training

set {x, y}train, a validation set {x, y}val and a test set {x, y}test: the training set is employed to train the

model, the validation is used to optimize losses and hyperparameters and the test set is used to measure

the model performance on unseen data. The goal of a machine learning model is to be able to correctly

classify data samples from the test set, i.e. samples that are not employed during the training phase: the

discrepancy between the error on the training set and on the test set is the generalization capability. If

the generalization gap is high, the machine learning model has “overfitted” the training set, namely it has

memorized the correspondence {x, y} rather than learned the patterns in x that are predictive for a class

y. Reducing overfitting is a central issue in machine learning and several techniques have been developed to

tackle it; the reader can refer to several papers ([1–7]) for a survey on the topic.

Among different ML models, neural networks have gained high popularity in the past years due to their

success in handling complex problems in computer vision, biomedical applications (diagnosis and treatment),

natural language processing, reinforcement learning and other fields [8–10].
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Artificial neural networks are multi-parameters models containing many layers: each layer is a linear

function of the input followed by a nonlinear “activation function”. Examples of activation functions are

sigmoid, ReLU, hyperbolic tangent [11]. By stacking many layers together, one achieves a “deep neural

network”: The more the layers, the deeper the architecture. In past years, several architectures have been

proposed to process different types of data (images, videos, audio, etc.) and tackle different tasks (image

classification, video and action understanding, etc.) [12]. These tasks are usually non trivial and require

large scale dataset for training such models, by minimizing a complex and multidimensional cost function,

called loss.

The optimization is performed by gradient descent techniques and its variants [11]: the model parameters

(also called weights) are updated iteratively to minimize the cost function. The Backpropagation algorithm

computes the gradients of the weights with respect to the cost function, i.e. it quantifies how much each

weight is responsible for the error on the output [13].

While the network weights are optimized through backpropagation, a second set of parameters have to

be tuned manually, the so called hyper-parameters: They include the learning rate, that determines the

speed of descent applied at each iteration, and the relative weights of different losses which are combined

together to obtain the overall cost function. Hyper-parameters are chosen considering which one get the

best performance on a hold out set of data, called validation set.

S2.1.1. Autoencoders

In this paper we focused on autoencoder architecture for image denoising. Autoencoders are multi-layers

architectures made up of two stages. The first stage, the encoder, processes the input image in order to

obtain low dimensional features, commonly referred to as “bottleneck”. The second stage, called decoder,

takes the bottleneck features as input and processes them to obtain an output of the same dimension as

the original image. The parameters of the encoder and decoder are optimized by trying to reconstruct the

original image from its encoded representation as faithful as possible, e.g. by minimizing an error function

between the original input and its reconstruction.

The utility of autoencoders stems from the fact that their bottleneck features, of a lower dimensionality

than the original input, contain all the information needed to reconstruct the input. This is shown by the

fact that the decoder can generate it.

Autoencoders can be used to remove noise from images in a so called self-supervised learning way. In

fact, the noisy image is the input for the encoder-decoder architecture and a clean ground truth image is

provided as supervision. The loss function imposes the reconstructed image to be close to the clean one. In

this way the autoencoder learns how to remove noise from the image while preserving the information in it.

UNet architecture [14, 15] is a well known autoencoder architecture proposed for biomedical image

segmentation. It is a fully convolutional autoencoder with skip connections [16] linking feature maps in

the contracting path (encoder) with the equivalent ones in the expanding path (decoder). Skip connections

allow precise localization and sharpen image reconstruction. We obderved also that skip connections lead to

improved performance in the denoising task.
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S2.2. CNN models

(a) Enc-Dec model

(b) UNET model

Figure S2: Network architectures

S2.3. Model optimization

Two losses were implemented for the training in the two tasks:

• A mean square error loss functions LMSE was used for the denoise task, in order to minimize during

training the square difference between the ground truth images (the n pixel values yi) and the predicted

output of the neural network (pixel values ypi ) fed with noisy images:

LMSE =

∑n
i=1 (yi − ypi )

2

n
(S1)

• A binary cross-entropy loss function LCE was used to optimize segmentation tasks, that is to label

each pixel as belonging to the foreground (contrasted insert) or the background (homogeneous region

corresponding to PMMA material surrounding the insert) class:

LCE = −
n∑
i=1

[yi log(ypi ) + (1− yi) log(1− ypi )] (S2)

The two losses described above were linearly combined to obtain the final loss for the overall optimization

of the segmentation and denoise tasks.

Ltot = LMSE + αLCE (S3)
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The relative weight α was tuned using the validation set: considering the DSC score to evaluate the CNNs

performances at different α values, the parameter was finally set to α = 10−3 . Different activation functions

of the layers were tested and finally all set to ReLU apart from the last layer for the segmentation task,

where the sigmoid function was used in both implemented models.

Adam algorithm [17] was employed for weights optimization. This optimizer is widely used in deep

learning because of its straightforward implementation and high efficiency due to adjustment of the learning

rate at different training stages. Initial learning rate was tuned in order to reach maximum task performance,

and finally set to 10−4 for the Enc-Dec model and to 10−5 for the UNet model.

In Fig. S3 the trend of the losses as a function of epochs on training data, are reported for Enc-Dec and

UNet models, showing the expected decreasing trend as the neural network learns the tasks. It is possible

to observe that Enc-Dec model is characterized by a training more unstable.

In Fig. S4 it is shown a representative plot of the Area Under ROC Curve (AUC) metrics during the

tuning of the weight α that balances the segmentation loss function LCE respect to the denoise loss function

LMSE . It is noticeable that the evaluation metric computed on denoised images decreases both for large

and small LCE weights, suggesting that denoise performances are influenced by segmentation task.

(a) (b)

Figure S3: Computed normalized loss functions during train in case of Enc-Dec (a) and UNet (b) model.

(a) (b)

Figure S4: AUC computed to evaluate the performances of the UNet model in the two tasks as a function of the relative weight
α at different CTDI
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S2.4. Performance metrics

We considered the following metrics:

• Dice similarity coefficient (DSC), defined as twice the ratio between the area of overlap divided by the

total number of pixels in both binary images (computed on the image output of the trained models):

DSC =
2|X ∩ Y |
|X|+ |Y |

(S4)

where |X| and |Y | are the cardinalities of the two sets (i.e. the number of elements in each set). The

value of a DSC ranges from 0, indicating no spatial overlap between two sets of binary segmentation

results, to 1, indicating complete overlap.

• Intersection-Over-Union (IoU) coefficient, defined by the ratio of the area of overlap and the area of

union in both binary images. This metrics is similar to the DSC and it is necessary to compute the

ROC curves.

• Receiver Operating Characteristic (ROC) curves, computed by plotting True Positive Rate (TPR,

sensitivity) as a function of False Positive Rate (FPR, 1-specificity) varying the IoU threshold:

TPR =
TP

TP + FN
, FPR =

TN

TN + FP
(S5)

where TP is the number of true positives (the neural network correctly identified the objects with an

IoU larger than a chosen threshold), TN is the number of true negatives (the neural network was able

to reproduce the backround in absence of any objects), FP is the number of false positives (the neural

network predicted the presence of the objects with a IoU lower then the chosen threshold or the output

image presented a contrast object even when absent in the ground truth), FN is the number of false

negatives (the neural network was not able to identify the object when present in the ground truth).

S3. Details on Image Quality Procedures

S3.1. SNR

In order to address the “detectability performance” of our neural network trained model, i.e. its ability to

recognize the inserts within the images, it is possible to make reference to the Signal to Noise Ratio (SNR),

defined as [18]:

SNR =
Isignal
σ

(S6)

where Isignal is in the difference between the image intensity in the insert region and the neighboring

background intensity (the true insert signal) and σ is the Root Mean Squared of the intensity fluctuation in

the insert region of interest. The SNR is an estimation of detectability as the “Rose Criterion” states that

if an object has a SNR≥ 5, it will be reliably detected [19].

S3.2. NPS

NPS curves were evaluated in the background images (correspondent to the homogeneous phantom).

Following [19], we initially computed a 2D NPS:

NPS2D (fx, fy) =
∆x∆y

LxLy

∣∣DFT2D {ROI (x, y)−ROI
}∣∣2 (S7)

where ∆x and ∆y are the pixel lengths, Lx and Ly the ROI’s sizes (in pixel), in the x and y directions; ROI

is the mean pixel value of the current ROI; DFT2D is the 2D Discrete Fourier Transform.

The one-dimensional NPS is then obtained by radial averaging fx and fy:
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fr =
√
f2x + f2y (S8)

S3.3. MTF

Spatial resolution was evaluated following the AAPM protocol no. 233 [20]. For each 2D image containing

an insert the edge spread function (ESF) curve is obtained by averaging the radial profiles along the entire

round angle. A further step was added to the cited protocol after computation of the line spread-function

(LSF): since for many analyzed images the smoothing algorithm described in [21] causes discontinuity at low

values, the computed LSF curve was fitted by a function with the following expression [22]:

LSF (x) = a2 e
− 1

2

(
x−a1
a3

)2

+ a4 e
− |x−a1|

a5 (S9)

where a2 and a4 represent the weighting factors of the Gaussian and the exponential functions, respectively,

a1 the center of the LSF, a3 the standard deviation of the Gaussian function and a5 is the slope of the

exponential function. The values of the LSF curve equal or lower than 15% of its maximum, were replaced

with the values of the fitting curve; in this way the transition between the constant part of the LSF and its

peak is more smooth (see Fig. S5).

Figure S5: Example of the LSF curve estimated during the MTF extraction process from a round insert: initially the LSF is
obtained by deriving (black dots) the ESF curve, then it is fit (blu curve) by the function in eq. S9 and in red is illustrated the
final smoother LSF curve whose discrete Fourier transform corresponds to the desired MTF.
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S3.4. Radiomic features extraction

Index Feature Index Feature

1 Autocorrelation 39 GrayLevelNonUniformity (GLRLM)

2 ClusterProminence 40 GrayLevelNonUniformityNormalized (GLRLM)

3 ClusterShade 41 GrayLevelVariance (GLRLM)

4 ClusterTendency 42 HighGrayLevelRunEmphasis

5 Contrast (GLCM) 43 LongRunEmphasis

6 Correlation 44 LongRunHighGrayLevelEmphasis

7 DifferenceAverage 45 LongRunLowGrayLevelEmphasis

8 DifferenceEntropy 46 LowGrayLevelRunEmphasis

9 DifferenceVariance 47 RunEntropy

10 Id 48 RunLengthNonUniformity

11 Idm 49 RunLengthNonUniformityNormalized

12 Idmn 50 RunPercentage

13 Idn 51 RunVariance

14 Imc1 52 ShortRunEmphasis

15 Imc2 53 ShortRunHighGrayLevelEmphasis

16 InverseVariance 54 ShortRunLowGrayLevelEmphasis

17 JointAverage 55 GrayLevelNonUniformity (GLSZM)

18 JointEnergy 56 GrayLevelNonUniformityNormalized (GLSZM)

19 JointEntropy 57 GrayLevelVariance (GLSZM)

20 MCC 58 HighGrayLevelZoneEmphasis

21 MaximumProbability 59 LargeAreaEmphasis

22 SumAverage 60 LargeAreaHighGrayLevelEmphasis

23 SumEntropy 61 LargeAreaLowGrayLevelEmphasis

24 SumSquares 62 LowGrayLevelZoneEmphasis

25 DependenceEntropy 63 SizeZoneNonUniformity

26 DependenceNonUniformity 64 SmallAreaEmphasis

27 DependenceNonUniformityNormalized 65 SmallAreaHighGrayLevelEmphasis

28 DependenceVariance 66 SmallAreaLowGrayLevelEmphasis

29 GrayLevelNonUniformity (GLDM) 67 SizeZoneNonUniformityNormalized

30 GrayLevelVariance (GLDM) 68 ZoneEntropy

31 HighGrayLevelEmphasis 69 ZonePercentage

32 LargeDependenceEmphasis 70 ZoneVariance

33 LargeDependenceHighGrayLevelEmphasis 71 Busyness

34 LargeDependenceLowGrayLevelEmphasis 72 Coarseness

35 LowGrayLevelEmphasis 73 Complexity

36 SmallDependenceEmphasis 74 Contrast (NGTDM)

37 SmallDependenceHighGrayLevelEmphasis 75 Strength

38 SmallDependenceLowGrayLevelEmphasis

Table S1: Second order statistics features that have been analyzed for the denoise process. The 1-24 indices are gray level
co-occurrence matrix (GLCM) features, 25-38 gray level dependence matrix (GLDM) features, 39-54 gray level run length
matrix (GLRLM) features, 55-70 gray level size zone matrix (GLSZM) features and 71-75 neighbouring gray tone difference
matrix (NGTDM) features.
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S4. Further results of CNNs esperiments

denoising segmentation

ground truth

for denoise

ground truth

for segmentation

UNet

original input image

Enc-Dec

Figure S6: Example of results from both the trained models in denoising and segmenting the same input image (from validation
dataset), reconstructed via FBP technique and containing an insert of 3 mm diameter filled with C1 contrast.

denoising segmentation

UNet

original input image

(background-only)

Figure S7: Example of results from UNet trained model in denoising and segmenting the same input image (from validation
dataset), reconstructed via FBP technique and without any insert present (background-only input image).
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(a) (b)

Figure S8: DSC as a function of CTDI from trained Enc-Dec model, computed on binary masks from denoised images (a)
and on segmented images(b). Solid lines indicate inserts of C2 contrast of different diameters; Dotted lines indicates inserts
of C1 contrast of different diameters. Average error-bar for each curve is shown in the bottom, indicating larger errors for
small insert diameters.

Figure S9: AUC for segmentation and denoise tasks in case of Enc-Dec model, computed separately for FBP and IR recon-
struction techniques.
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(a) (b)

(c) (d)

(e) (f)

Figure S10: Performances of UNet-seg and UNet-den in the denoise and segmentation tasks, respectively, and evaluation of
the CNNs behavior without training. a) DSC coefficient as a function of noise from trained UNet-den, computed on denoised
images; b) DSC coefficient as a function of noise from trained UNet-seg, computed on segmented images. DSC coefficients
as a function of noise evaluated on denoised (c) and segmented (d) images in absence of training (random initialization of
the UNet model weights); e) curve obtained by the ratio of correspondent curves in panel a) and c); f) curve obtained by the
ratio of correspondent curves in panel b) and d). Solid lines indicate inserts of C2 contrast of different diameters; Dotted lines
indicates inserts of C1 contrast of different diameters.
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S5. Additional conventional analysis results

Figure S11: SNR calculated on images reconstructed via IR method for the inserts with contrasts C1 and C2, as a function of
CTDI and for different denoising models. Lines are linear fits to emphasize the data trends. Note that a break is introduced
on y axis, to better show the original’s values.

Figure S12: MTF curves computed from images containing solid inserts and ground truth images, for different reconstruction
techniques and insert diameters.

No remarkable differences were found between the low and high contrast spatial resolutions evaluated on solid

inserts (Fig. S12), for both the filtered back projection and iterative reconstruction techniques.
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Figure S13: MTF curve computed from ground truth images and averaged from single slice MTFs, for different reconstruction
techniques and insert diameters.

No remarkable differences were found between spatial resolutions evaluated on ground truth and on single slice

images, as shown in Fig. S13.
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S6. Additional Radiomic analysis results

Class Feature UNet UNet-den Enc-dec

GLCM Autocorrelation
√ √ √

ClusterProminence × ×
√

ClusterTendency × ×
√

Correlation × ×
√

Id
√ √ √

Idm
√ √ √

Idmn
√ √ √

Idn
√ √ √

Imc2 × ×
√

JointAverage
√ √ √

JointEnergy × ×
√

JointEntropy × ×
√

MCC × ×
√

MaximumProbability
√ √ √

SumAverage
√ √ √

SumEntropy × ×
√

SumSquares
√ √ √

GLDM GrayLevelNonUniformity
√ √ √

GrayLevelVariance
√ √ √

HighGrayLevelEmphasis
√ √ √

LargeDependenceEmphasis × ×
√

LargeDependenceHighGrayLevelEmphasis × ×
√

LargeDependenceLowGrayLevelEmphasis × ×
√

LowGrayLevelEmphasis
√ √ √

GLRLM GrayLevelNonUniformityNormalized
√ √ √

GrayLevelVariance
√ √ √

HighGrayLevelRunEmphasis
√ √ √

LowGrayLevelRunEmphasis
√ √ √

RunEntropy × ×
√

GLSZM GrayLevelNonUniformityNormalized
√ √ √

GrayLevelVariance
√ √ √

HighGrayLevelZoneEmphasis
√ √ √

LowGrayLevelZoneEmphasis
√ √ √

Table S2: The robust features with respect to the denoising process, i.e. those whose average percentage difference between
denoised and corresponding original images is less than 10%, are indicated with the symbol

√
for the different neural networks.
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S7. Test on Philips dataset

S7.1. Materials and methods

In order to test the behavior of the trained CNNs on a completely different dataset, additional acquisitions of the

phantom were carried out on a different CT scanner (128 slice, iCT SP, Philips Healthcare). We set the standard

protocol for Abdomen 1. The ten inserts of the phantom were filled with odinated contrast media at different

concentration, in order to obtain the same contrasts (70 HU and 80 HU) of the dataset acquired for train and

validation on the Siemens CT scanner. Acquisitions were performed by irradiation at 12 different current settings,

with CTDI ranging from 3.3 mGy to 12.8 mGy, plus a high dose acquisition at CTDI 25.3 mGy (detailed current

settings are reported in Tab. S3). Also in this case slice thickness of 2 mm and RFOV of 5×5 cm2 were chosen. Images

were generated by applying FBP (convolution kernel B) and IR (iDose, level 3, convolution kernel B) reconstruction

techniques. Only one RFoV for each CTDI and for each insert was set, by choosing the same center coordinates

chosen for the high dose acquisition.

Current x Rotation Time

Quality Average CTDIvol

Level [mAs] [mGy]

1 46 3.3

2 51 3.7

3 58 4.1

4 64 4.6

5 72 5.2

6 81 5.8

7 90 6.5

8 101 7.3

9 113 8.1

10 127 9.1

11 142 10.2

12 178 12.8

HD 353 25.3

Table S3: Current settings for Philips CT acquisitions, and corresponding expected image quality level (HD stands for High
Dose, the highest quality).

The test dataset (Philips acquisition) was set up following the same procedure as for the train/validation dataset

(Siemens acquisition)

1Helical, 120 kVp, DoseRight index = 21, acquisition = 64x0.625 mm, pitch = 1, rotation time = 0.5 s, DoseRight ACS =
on
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S7.2. Results

(a) (b)

Figure S14: DSC coefficient as a function of noise from UNet model tested on Philips dataset, computed on binary masks
from denoised image (a) and on segmented images(b). Solid lines indicate inserts of C2 contrast of different diameters; Dotted
lines indicate inserts of C1 contrast of different diameters. Average errorbar for each curve is shown in the bottom, indicating
larger errors for small insert diameters.

Figure S15: AUC curves for segmentation and denoise tasks computed on Philips test dataset by UNet model trained with
Siemens dataset.
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